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Moving Data In, Around and Out of Hadoop

* Three stages to Hadoop data movement, with dedicated Apache / other tools

»Load : receive files in batch, or in real-time (logs, events)
» Transform : process & transform data to answer questions

»Store / Export : store in structured form, or export to RDBMS using Sgoop
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Discovery vs. Exploitation Project Phases

*Discovery and monetising steps in Big Data projects have different requirements
*Discovery phase

»Unbounded discovery R ess T ——
" ommercial

»Self-Service sandbox ; 3 Il
| EXxploitation
»\Wide toolset / - :

*Promotion to Exploitation
» Commercial exploitation [
»Narrower toolset | Discovery phase

»Integration to operations

»Non-functional requirements

»Code standardisation & gover > Time / Effort
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Information Solution
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Information Solution
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Design Pattern : Information Solution

*Specific solution based on Big Data technologies requiring broader
integration to the wider Information Management estate

e.g. ETL pre-processor for the DW or affordably store a lower level of
grain

*Non-functional requirements more critical in this solution

*Scalable integration to IM estate
an important factor for success

*Analysis may take place in Reservoir
or Reservoir only used as an aggregator

Events
& [J.‘i'.--!

xecution
Innovation
Il-
=42 e !33)\
nrary | ah iscovery
Discovery Lab Output

: .
www.rittmanmead.com inquiries@rittmanmead.com @rittmanmead www facebook.comrittmanmead [ ItfMNANMead {}
A DATA AND ANALYTICS COMPANY


http://www.facebook.com/rittmanmead

Options for Sharing Hadoop Output with Wider Audience

*During the discovery phase of a Hadoop project, audience are likely technical

»Most comfortable with data analyst tools, command-line, low-level access to the data
*During the exploitation phase, audience will be less technical

»Emphasis on graphical tools, and integration with wider reporting toolset + metadata
* Three main options for visualising and sharing Hadoop data

1.Coming Soon - Oracle Big Data Discovery (Endeca on Hadoop)

2.OBIEE reporting against Hadoop Actionable Actionable
direct using Hive/lmpala, or Oracle Big Data SQL Insights Information

3.0OBIEE reporting against an export of the ' "

Hadoop data, on Exalytics / RDBMS g - =
L~
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YN .l
Data Data Factory Enterprise Reporting
Reservoir Information Store
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Oracle Big Data Discovery

*Launched at Oracle Openworld 2014 as “The Visual Face of Hadoop”
*Combined Endeca Server search + analytical technology with Spark data transformation
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Interactive Analysis & Exploration of Hadoop Data

* Mash up different data sets  cracie sgomeomoey - R — B o
for deeper perspectives oion v Trashm v Dlscowr v Sales Analysis: Customer Churn o

* Drag and drop from a rich B e ot e ot ot s
library of interactive 6 bt
visualizations to compose y = @ oy
discovery dashboards 3 s — oD@  —

! « oo °° s

* Filter through data with . e at®®D 2 paa

powerful search and = = = - . - - = ol

intuitive guided navigation

* Publish blended data sets
back to Hadoop

* Share projects, bookmarks
and snapshots with team
members for collaboration
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Share and Collaborate on Big Data Discovery Projects

Share & Collaborate Publish

data reservoir
(HDFS)

transformed data

Oracle Big Data Discovery plays well with

the big data ecosystem

=5,

W = e-;

Leverage

* Share and collaborate with the team

advanced

ot

anaees — Share projects, bookmarks and snapshots then
collaborate and iterate

pusiqess

nteligence*« publish back to Hadoop

other — Transforms and enrichments may be applied to

- original data sets in Hadoop

data — Publish blended data sets back to HDFS

warehouse

* Leverage results in other tools

— Publish data to Hadoop in format optimized for
advanced analytic tools (e.g. ORAAH)

— Hadoop compliant Bl tools (e.g. OBIFS) can burst
out to the masses

— Leverage any native Hadoop tooling (e.g. Pig, Hive,
Impala, Python, etc)

— Integrate BDD data sets with DWH to secure,
govern and optimize for query performance (e.g.
Oracle Big Data SQL)
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Oracle Business Analytics and Big Data Sources

*OBIEE 11g can also make use of big data sources
»OBIEE 11.1.1.7+ supports Hive/Hadoop as a data source
»Oracle R Enterprise can expose R models through DB functions, columns
» Oracle Exalytics has InfiniBand connectivity to Oracle BDA
*Endeca Information Discovery can analyze unstructured and semi-structured sources

»Increasingly tighter-integration between
OBIEE and Endeca
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New in OBIEE 11.1.1.7 : Hadoop Connectivity through Hive

*MapReduce jobs are typically written in Java, but Hive can make this simpler
*Hive is a query environment over Hadoop/MapReduce to support SQL-like queries

*Hive server accepts HiveQL queries via HiveODBC or HiveJDBC, automatically
creates MapReduce jobs against data previously loaded into the Hive HDFS tables

* Approach used by ODI and OBIEE to gain access to Hadoop data
* Allows Hadoop data to be accessed just like any other data source

obl OBIEE [ @
‘op e

HiveQL HiveQL

via JOBC via ODBC

Hive Server F—f;i['
MapReduce I I MapReduce

=

Hadoop Cluster % m

—
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Importing Hadoop/Hive Metadata into RPD

*HiveODBC driver has to be installed into Windows environment, so that
Bl Administration tool can connect to Hive and return table metadata

*Import as ODBC datasource, change physical DB type to Apache Hadoop afterwards
*Note that OBIEE queries cannot span >1 Hive schema (no table prefixes)
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Set up ODBC Connection at the OBIEE Server

*OBIEE 11.1.1.7+ ships with HiveODBC drivers, need to use 7.x versions though (only Linux
supported)

* Configure the ODBC connection in odbc.ini, name needs to match RPD ODBC name
*Bl Server should then be able to connect to the Hive server, and Hadoop/MapReduce

E[ODBC Data Sources]

EAnalyticsWeb=0racle BI Server ORACLE" Business Inte“igence m

iCluster=Oracle BI Server - = !
iSSL_Sample=0racle BI Server ] Untitled AN B} [ CRSRg) RSO —" N
ibigdatalite=Oracle 7.1 Apache Hive Wire Protocol Criteria Results  Prompts  Advanced

i [bigdatalite] : v Subject Areas v m v 2‘ v il' Q '[133’ % 3' :B ll?
:Driver=/u0l/app/Middleware/Oracle_BI1l/common/ODBC/ v @Hidommmo Compound Layout

i Merant/7.0.1/1ib/ARhive27.so > L Customer Dim '

iDescription=Oracle 7.1 Apache Hive Wire Protocol ' = JRatings Fact B 7R
iArraySize=16384 >

:Database=default 5

iDefaultLongDataBuffLen=1024 @/ R
iEnableLongDataBuffLen=1024 '

iEnableDescribeParam=0 ' cust_name Rating
:Hostname=bigdatalite 5 Arai, Toshinijo 18|
:LoginTimeout=30 ' Diemers, Erka 18
iMaxVarcharSize=2000 Dupent, Marie-Chantale 72

i PortNumber=10000 ; {  |Dumnsten, Adolph 3%
iRemoveColumnQualifiers=0 ' Edwards, Caroline 13
iStringDescribeType=12 5 v Catalog T eh 7 @ Gentl, Michele 67
iTransactionMode=0 5 Ust Al lw] Hopkins, Prisclla 73
iUseCurrentSchema=0 : . = Sae
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Dealing with Hadoop / Hive Latency Option 1 : Impala

*Hadoop access through Hive can be slow - due to inherent latency in Hive
*Hive queries use MapReduce in the background to query Hadoop
*Spins-up Java VM on each query

- Generates MapReduce job

*Runs and collates the answer

*Great for large, distributed queries ...

*... but not so good for “speed-of-thought” dashboards

T:+44 (0) 1273 911 268 (UK) or (888) 631-1410 (USA) or E : info@rittmanmead.com | m d x
+61 3 9596 7186 (Australia & New Zealand) or +91 997 256 7970 (India) W : www.rittmanmead.com IrrI‘Tt‘Et . aErC] mey? g ?



Dealing with Hadoop / Hive Latency Option 1 : Use Impala

*Hive is slow - because it's meant to be used for batch-mode queries
*Many companies / projects are trying to improve Hive - one of which is Cloudera

*Cloudera Impala is an open-source but
commercially-sponsored in-memory MPP platform Batch

*Replaces Hive and MapReduce in the Hadoop stack B SQL
*Can we use this, instead of Hive, to access Hadoop? '
» It will need to work with OBIEE
»Warning - it won’t be a supported data source (yet...)

MapRedu
Compute F

%
o
S
]
=

Resource Management
Integration

Hive processes data via MapReduce, Impala is a stand-alone MPP framework
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Demo
Using Hive to Provide Data for OBIEE11g
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How Impala Works

* A replacement for Hive, but uses Hive concepts and

data dictionary (metastore) a1 Server
*MPP (Massively Parallel Processing) query engine
that runs within Hadoop
»Uses same file formats, secuirity, | AR
resource management as Hadoop S |
- Processes queries in-memory 5
- Accesses standard HDFS file data | : s E\
- Option to use Apache AVRO, RCFile, . ,
LZO or Parquet (column-store)
*Designed for interactive, real-time ety Susr
SQL-like access to Hadoop sors o e
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Connecting OBIEE 11.1.1.7 to Cloudera Impala

*\Warning - unsupported source - limited testing and no support from MOS
*Requires Cloudera Impala ODBC drivers - Windows or Linux (RHEL etc/SLES) - 32/64 bit
*ODBC Driver / DSN connection steps similar to Hive

~Test Resuits
Driver Version: V2.5.5. 1005 |
Running connectivity tests. ..
Attempting connection
Connection establshed
Disconnecting from server
Ream: | - TESTS COMPLETED SUCCESSFULLY!
Service Name: [
User Name: [ doudera
Transport Buffer Sze: | 1000
v2.5.5.1005 (64 bit) Test.. |[ ok | caxe |
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Importing Impala Metadata

*Import Impala tables (via the Hive metastore) into RPD
- Set database type to “Apache Hadoop”

»Warning - don’t set ODBC type to Hadoop- leave at ODBC 2.0
»Create physical layer keys, joins etc as normal
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Importing RPD using Impala Metadata

*Create BMM layer, Presentation layer as normal
*Use “View Rows” feature to check connectivity back to Impala / Hadoop

. n Tool - coreapphcation OH1673057187 (Server we Krmachoo 3 .0 M (Ondine) Oracle 81 Administration Tool - coreapplication_ OHI1673057187 (Server win nachoe ritt) = [mﬂ
Fle Edt View Manage Tooks Disgram Window Help Fle Edt View Mansge Tooks Disgram Window Hebp
ﬂosss UL KRG D (Cm & H R w6 ”ossw AL | XROD DA T ER A R %

Business Model and Mapping

.'.n\A

I- rows
- - product_sales
sow [12 Hromsanmgon [0 3 _ome | 3ioses
Lte Data
| amt_sold | prod_id | a| B Update me)
4 100
1 3 100
Oradle 81 Admmastration Tool ; I: 3;
4 0w 103
Business model Tepala Test” i comistert. Do you want 8 mark it 3 104
as avalable for queres? 3 104
7 4 102
3 102
21 101
. Al
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Impala / OBIEE Issue with ORDER BY Clause

* Although checking rows in the Bl Administration tool worked, any query that aggregates
data in the dashboard will falil

*|ssue is that Impala requires LIMIT with all ORDER BY clauses

»OBIEE could use LIMIT, but doesn’t for Impala
at the moment (because not supported) B T e e mr——

-Workaround - disable ORDER BY in e iy

@ 03 woua Test
@ @B Sarple Sues Lte UNGON_ALL_SUPPORTED

Database Features, have the Bl Server do sorting PR T | i —

COUNT_STAR_SUPPORTED

»Not ideal - but it works, until Impala supported s
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Demo
Using Impala to Provide Data for OBIEE11g
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So Does Impala Work, as a Hive Substitute?

*With ORDER BY disabled in DB features, it appears to
*But not extensively tested by me, or Oracle

*But it's certainly interesting OAC,...: ep u
-Reduces 30s, 180s queries down to 1s, 10s etc | #5000 20 70 00 |
*Impala, or one of the competitor projects «.....* asx 1
(Drill, Dremel etc) assumed to be the e e R ——
real-time query replacement for Hive, in time Y Tes Tl s asse sav s sein L
»Oracle announced planned support for e [ —r
Impala at OOW2013 - watch this space . o
D:; >3-/ T 6'
S
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Dealing with Hadoop / Hive Latency Option 2 : Big Data SQL

* Preferred solution for customers with Oracle Big Data Appliance is Big Data SQL
*Oracle SQL Access to both relational, and Hive/NoSQL data sources
- Exadata-type SmartScan against Hadoop datasets
*Response-time equivalent to Impala or Hive on Tez rr——r— N
*No issues around HiveQL limitations Pt ﬁv

_ In-Memory Appliance
e Insulates end-users around differences
between Oracle and Hive datasets

i
11\

Oracle Big Data
sQL
Tables in DB

Oracle Database‘ }
Data Warehouse

SQL join

Oracle Advanced Analytics

Productize,
Secure & Govern

Structured Data

Experiment, Prototype
& Collaborate

|1

Oracle Big Data Oracle R for
Discovery Hadoop

$—-¢

Hadoop (HDFS)
Data Reservoir

Unstructured

Tables in Hadoop
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Oracle Big Data SQL

*Part of Oracle Big Data 4.0 (BDA-only)

»Also requires Oracle Database 12c, Oracle Exadata Database Machine

* Extends Orac
* Extends Orac
* Extends Orac

e Data Dictionary to cover Hive
e SQL and SmartScan to Hadoop
e Security Model over Hadoop

»Fine-grained access control
»Data redaction, data masking

»Uses fast c-based readers where possible
(vs. Hive MapReduce generation)

»Map Hadoop parallelism to Oracle PQ
»Big Data SQL engine works on top of YARN
»Like Spark, Tez, MR2

SQL Queries

|

Exadata Database

Server ’
SmartScan/ \SmartScan
Exadata r—- Hadoop WeIEtelN=]Te
Storage Servers =B Cluster BBEIERS(CS i
=:_ % =
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Big Data SQL Server Dataflow

*Read data from HDFS Data Node
»Direct-path reads
» C-based readers when possible
»Use native Hadoop classes otherwise

Big Data SQL Server

10110010

e - Translate bytes to Oracle =

9 * Apply SmartScan to Oracle bytes SerDe -
bApply filters RecordReader S
»Project columns =
e JSON/XML

~— b 1 (S —

»Score models
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View Hive Table Metadata in the Oracle Data Dictionary

*Oracle Database 12c 12.1.0.2.0 with Big Data SQL option can view Hive table metadata
»Linked by Exadata configuration steps to one or more BDA clusters

-DBA HIVE_TABLES and USER _HIVE_ TABLES exposes Hive metadata
*Oracle SQL*Developer 4.0.3, with Cloudera Hive drivers, can connect to Hive metastore

: SQL> col database name for a30 e :
: SQL> col table name for a30 . :c;m a; r 2 c;a&,m i |Partrsors | ropertes |00, |Oetals
: SQL> select database name, table name 5 S (Q et baodutaite et e se0e

5 & defat 1 6£.249.75.78 [13/Apr/2024:03:38:27 +0000] Rrup://rittmansead, con/2004/06

= 1 GOOo] atep: | 344
2 from dba hlve tables; : = (3] Tatles 2 323.06,212.1%9 [1XM/Apr/2034:03:38:350 «0000] Besp://rissmannes
— — 1 J 2280.76.5.147 (1 2024:03:38:50 «0000) 2eep:/
P
P

(D) saartpage 2 defait bodatabte [ pocccns -

4+ [ acoess_per _post
+ [0 acoess_per_post_categorie
3 U0 acoess_per _post 84

| DATABASE_NAME TABLE NAME 5 = e e e e

| * (:]un-ga-es 6 37.187.9%.149 [13/Ap2/2024:03:39:14 «0000) Rtop://eittnansead . coa/2012/0%/autcmatec
1 ¥ P a PPN -n » 1
| ——— : ¥ [ cournries 7 142.4.212.217 [13/Apr/2014103139:31 +0000] hxzp ritemanmead.cons/2014/03/ visoalist

' 1 # Ul aust 192.99.332.13%  [13/Aps/2034:03:39:52 0000] Besp://rissmanmesd.con/2014/03/5643t-40-
 CEPETLE access_per_post . 5 EUCIIIII | s ) e i
i default access_per_post categories : $ 0 camoures i e s T oot e o st
: default access_per post full ; ¢ @ vove. s
: — : . - novep log_awo
: default apachelog . v [ moveacy Jog_sen

] 4 [0 movesp log_odstage

ap

Ap
' 13/Ap :03:42:3 0002] Beep://s .con/3013/0%/ snsreduct
: default categories ' 3 E exovieacy Joo_stece :- .’ .‘...:. 0 :. ?;::-..‘-.‘ - :.'.'.',-f ::.'.'..:.I.".:tl‘l.:.‘!.._. 04/cbisee~tt
' 1 13/Apr/2004:03:42:43 «0000] Bhxs ris wad., ittaan-e

g

Ap

.............

i . ] & Dm.w 16 116.0.459.230  [1¥3Apr/2004:03:42:4) «0000] hxzps//riccnanmead.con/2012/01/
. default countries ; s 0 owgnees 7 186.27.82. 384
1 1 + posts_drect _path Wi N.9.2 (13/Ap2/2024:03:43:20 «0000) Brup://es d.coes2014/038/4ieipa~ae
E default cust ' * 8'“.“”_"*"" 19 137.254.4.6 [13/Apr/2014:03:43:21 +0009] Btsps//rizcmanmead., com/2013/09/6aing-noe
. . . # U mm_related_tweets 20 137.394.4. 6 £18/Ane/2034:03:43:27 400001 Beens/ /e cen/3013/09/ av-2e
. default hive raw apache access log : (3 sesmon_stats .20

I : a,.;i.i:v 22 118.137.218.127 [13/Apr/2014:03:43:27 +0000] Besps//riscmannesd, com/ 2013/ 06/ new-vich-
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Hive Access through Oracle External Tables + Hive Driver

*Big Data SQL accesses Hive tables through external table mechanism
»ORACLE HIVE external table type imports Hive metastore metadata

»ORACLE HDF'S requires metadata to be specified
* Access parameters cluster and tablename specify Hive table source and BDA cluster

CREATE TABLE access_per post categories(
hostname wvarchar2(100),
request date varchar2(100),
post_id varchar2(10),
title wvarchar2(200),
author wvarchar2(100),
category wvarchar2(100),
. ip integer number)
. organization external
. (type oracle hive
default directory default dir .
access parameters(com.oracle.bigdata.tablename=default.access_per post categories)); !
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Demo
Using Big Data SQL to Provide Data for OBIEE11g

T:+44 (0) 1273 911 268 (UK) or (888) 631-1410 (USA) or E : info@rittmanmead.com | m d x
+61 3 9596 7186 (Australia & New Zealand) or +91 997 256 7970 (India) W : www.rittmanmead.com IrrI‘Tt‘Et . aErC] mey? g ?



Alternative to Direct Against Hadoop : Export to Data Mart

*In most cases, for general reporting access, exporting into RDBMS makes sense

* Export Hive data from Hadoop into Oracle Data Mart or Data Warehouse

*Use Oracle RDBMS for high-value data analysis, full access to RBDMS optimisations
* Potentially use Exalytics for in-memory RBDMS access

- RDBMS
E:E::EE Imports
Loadin Processin Store / Export . |=d=3==
"70 —— ] —— - »
SR ) Stage Stage Stage File ===
30 ‘ \ .
= Real-Time — A0
— — = 0%0 -
T Logs / Events —==U—= ‘\a ot/
—_ -i- — —> \0 ‘o —>
. == == 0
> ="l=3 » \
— a :
File /
Unstructured
Imports
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Using the Right Server for the Right Job

*Hadoop for large scale, high-speed data ingestion and processing
*Oracle RDBMS and Exadata for long-term storage of high-value data
*Oracle Exalytics for speed-of-though analytics in TimesTen and Oracle Essbase

Big Data

Exadata

y
®Sun EXALYTICS

1 J\ crRACLE

/ \\ ,
\\I InfiniBand ‘/ E X :

Optimised for Hadoop Processing Optimised for DW/OLTP Workload Optimised for Analytics Workload
Optimised platform for acquiring, Extreme performance via pre-integrated, In-memory, speed-of-thought
organising and loading unstructured optimised Oracle DB platform dashboards, reports & analytics

data into Oracle RBDMS
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eBqu Unload Summary Data to Oracle Database

*Final requirement is to unload final Hive table contents to Oracle Database
*Several use-cases for this:
*Use Hadoop / BDA for ETL offloading
* Use analysis capabilities of BDA, but then output results to RDBMS data mart or DW
*Permit use of more advanced SQL query tools
* Share results with other applications
«Can use Sqoop for this, or use Oracle Big Data Connectors
 Fast bulk unload, or transparent Oracle access to Hive

IKM File / Hive to Oracle
(bulk unload to Oracle DB)

E

hive_raw_apache_
access_log
(Hive Table) !
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Oracle Direct Connector for HDFS

*Enables HDFS as a data-source for Oracle Database external tables
- Effectively provides Oracle SQL access over HDFS

* Supports data query, or import into Oracle DB

* Treat HDFS-stored files in the same way as regular files

* But with HDFS's low-cost

- ... and fault-tolerance HDFS Oracle Database

SQL Query

HDFS
Client
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Oracle Loader for Hadoop (OLH)

* Oracle technology for accessing Hadoop data, and loading it into an Oracle database
* Pushes data transformation, “heavy lifting” to the Hadoop cluster, using MapReduce
*Direct-path loads into Oracle Database, partitioned and non-partitioned

*Online and offline loads

*Load from HDFS or Hive tables

*Key technology for fast load of
Hadoop results into Oracle DB

ORACLE
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IKM File/Hive to Oracle (OLH/ODCH)

KM for accessing HDFS/Hive data from Oracle
* Either sets up ODCH connectivity, or bulk-unloads via OLH
*Map from HDFS or Hive source to Oracle tables (via Oracle technology in Topology)

access_per_post_full

hostname =
request_date =
post_id o I ]ACCESS_PER_POST_FULL_ORC
title j oy HOSTNAME
author = g REQUEST_DATE
country = N = POST_ID
category = = TITLE
= AUTHOR
= COUNTRY
= CATECORY
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Environment Variable Requirements

*Hardest part in setting up OLH / IKM File/Hive to Oracle is getting environment variables
correct - OLH needs to be able to see correct JARs, configuration files

*Set in /home/oracle/.bashrc - see example below

gexport HIVE HOME=/usr/lib/hive

i export HADOOP CLASSPATH=/home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/*:/etc/hive/conf:$HIVE HOME/lib/ .
‘hive-metastore-0.12.0-cdh5.0.1.jar: $HIVE HOME/lib/libthrift.jar:$HIVE HOME/1lib/l1ibfb303-0.9.0.jar: $HIVE HOME/
:1ib/hive-common-0.12.0-cdh5.0.1. jar: $HIVE HOME/lib/hive-exec-0.12.0-cdh5.0.1.jar

Eexport OLH_HOME—/home/oracle/oracle/product/oraloader 3.0.0-h2

: export HADOOP HOME=/usr/lib/hadoop

i export JAVA . HOME=/usr/java/jdkl.7.0 60

i export ODI HIVE _SESSION JARS= /usr/lib/hive/lib/hive-contrib. jar

Eexport ODI_QLH_JARS /home/oracle/oracle/product/oraloader 3.0.0-h2/jlib/ojdbc6. jar, /home/oracle/oracle/

: product/oraloader-3.0.0-h2/jlib/orail8n. jar, /home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/orail8n-
tutility.jar, /home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/orail8n-mapping.jar,/home/oracle/oracle/

i product/oraloader-3.0.0-h2/jlib/orail8n-collation. jar, /home/oracle/oracle/product/oraloader-3.0.0-h2/j1lib/
Eoraclepki.jar,/home/oracle/oracle/product/oraloader—3.0.0—h2/jlib/osdt_cert.jar,/home/oracle/oracle/product/

i oraloader-3.0.0-h2/jlib/osdt core.jar,/home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/commons-
imath-2.2.jar,/home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/jackson-core-asl-1.8.8.jar,/home/oracle/
 oracle/product/oraloader-3.0.0-h2/jlib/jackson-mapper-asl-1.8.8.jar,/home/oracle/oracle/product/ -
Eoraloader 3.0.0-h2/jlib/avro-1.7.3.jar,/home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/avro-mapred-1.7. 3—
:hadoop2. jar, /home/oracle/oracle/product/oraloader-3.0.0-h2/jlib/oraloader. jar,/usr/lib/hive/lib/hive- :
‘metastore.jar,/usr/lib/hive/lib/libthrift-0.9.0.cloudera.2.jar,/usr/lib/hive/l1ib/1ibfb303-0.9.0.jar, /usr/llb/
thive/lib/hive-common-0.12.0-cdh5.0.1.jar,/usr/lib/hive/lib/hive-exec. jar
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Configuring the KM Physical Settings

*For the access table in Physical view, change LKM to LKM SQL Multi-Connect

*Delegates the multi-connect capabilities to the downstream node, so you can use a multi-
connect IKM such as IKM File/Hive to Oracle

79 Ll A i) @ ACCESS_PER_POST_FULL_AP - Properties (s
$%¥  SOURCE_GROUP ® bda_target_UNIT Q Find ©)
<= default_UNIT ° *
' B2 ) 53] General
@ > < < < -
ACCESS_F ACCESS_PER_POST_FULL_ORCL Attributes

ACCESS_PER_POST_FULL =] Loading Knowledge Module

Loading Knowledge Module: |LKM SQL Multi-Connect.CLOBAL R

Style: Component-style

Options Description

Options: B ~

Name Descrip... Value Use ...
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Configuring the KM Physical Settings

*For the target table, select IKM File/Hive to Oracle

*Only becomes available to select once
LKM SQL Multi-Connect selected for access table

*Key option values to set are:

*OLH_OUTPUT_MODE (use JDBC initially, OCI
if Oracle Client installed on Hadoop client node)

MAPRED_ OUTPUT_ BASE_DIR (set to directory
on HFDS that OS user running ODI can access)

@ ACCESS_PER_POST_FULL_ORCL - Properties

IKM File-Hive to Oracle (OLH-OSCH).CLOBAL

&d
Q Find ©)
+ General
+ Attributes
=l Integration Knowledge Module
Integration Knowledge Module: v

Style:

Template-style

Options  Description

Options:

Name

OLH_OUTPUT_MODE
REJECT_LIMIT
CREATE_TARC_TAELE
TRUNCATE

DELETE_ALL
USE_HIVE_STACINC_TAELE
USE_ORACLE_STACINC_TAEBLE
EXT_TAB_DIR_LOCATION
TEMP_DIR
MAPRED_OUTPUT_BASE_DIR
FLOW_TAGBLE_OPFTIONS
DELETE_TEMPORARY_OBJECTS
OVERRIDE_INPUTFORMAT
EXTRA_OLH_CONF_PROPERTIES

Descrip...
Howto.,
Max nu...
Create ..
Replac

Delete ..
Useint...
Useint...
Directo...
Directo...
MapRe...
Option

Delete ..
Class n...
Option.,

Value

JOEC

UNLIMITED

False

False

False

True

True

<Please specify external tabl...

Juser/oracle/olh_output
NOLOGCING
True

o

Use ..

K&K K[ KE KKK [ [K [ [E
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Executing the Mapping

 Executing the mapping will invoke

= 483 Local (No Agent) - 18

OLH from the OS Command Ilne 8 %lg:r;‘ii;:mloadtoOracle_DS_SESS-10010,20145:47:109" 1

= § @10 -5 - Unload 10 Oracle_DS_STEP - Jun 10, 2014 5:47:10 PM

*Hive table (or HDFS file) contents S-J@o- smar - uan s

= §7@ 20 - SERIAL - EU - defau_UNIT i |

a Daste S8 Develaper | Talde AOA TARCET ACCISS PORT NULL ORCL GRS targut@uontiniiie] Loe)
. @ 9@ 30 - Prepare Hive session = IKM File ) e
copled to Oracle table : 3588 96 X8 0.0 & —
i+ 9'040 Write Loader ConfigFile - IEMEs cm@ o> Xx2@ 0 0 &-
i —
1@ 50 - Write Loader Map File - IKM Filed B + frpes » T et v+ EACCAN AR POM AL ORGA + | 2
i ’.1 Cotumns Dols Commnwamen | Cramen  Matetn s | Trggers | Pandbat | Dopmadens ot | Detas | Puroitens -fb.u \q.
s 92060 Create Hive staging table - IKM| 23 ¥ P RBXSE = T
@ 2@ 70 - Drop Oracle staging table = KM « (3 wewpsier i DESTN WS S ) T
. . M2 ET TR 8 O135.130.300.8 (0D Sua/ERLAsEIeEII00 ~h00d) 13508 COISE 11.5.1.0.2 801 1| Bew Mee
* 9'080 - Create Oracle non-external S1af « (3 wepsssisat POASHASL AN CRLARRIATEITEISL ~HE) 11008 COLEE L1L 000 B0 1 ev Pee
# Qiago - Launch Loader - IKM Eile-Hive » 2::_""'".':‘.“" VOISR INE AN DRI ANIArTInE 0D ~P000) 1300 ORIEE B1.5.0.0.3 905 1 Bew Tes
™ ® 0'“. " . A0 NN.AIT.IN0 RN TINAI) 20000 I COIER 139 Pwwwiily Wk + O
I+ 9'0100 Create Oracle Directory Obje w T ACCUSS PR MO8 U OWCL T OTEIT.199.228 (RE/SNAIEOLASIAEINES *0000) 100N COIZE 1ly Secusily ek | Cues
1 ] # 0 ACCTIS MR POST Munt omey € OVEEY AV REE  (RRS A RRLATELIRINY hiee) 10O COltE iy Secusity weeR @ Coss
lﬁ 9 o 110 Drop HNQ s'.g'ng t‘ble - 'KH » 8 veom FALELS 300 e a0 R 0e ) 1N QIR Lie Swowiily Sawh & O
+ 9!0 120 - Make axt tab dir - IKM File-Hi ® {§) tamaning Vioua BTN, 0T9, 337 DRS04 TInaIEe ~B000) 100N CRIEE 119 Pewwiily Tk  Owee
» ; i) nbnm § OT.337.379.333 [RS/IASINIAASIAZING0 S0000) 300N COIIZ 1ig Sewwiily Week ¢ Cuas
+ i 130 - Clean ext1ab dir - IEM File-H — 30 208,240,301 (RESAA/ERLAsELaEE 3 098] 1305 00f 1Ly 38 the BMlespeise Pt
o L™ oederes
# Qiol‘o . Sﬂ ext ‘ab d"_ pem‘ss‘ons - | & P tonmane 1INk PLAPan NI ELTRET I P00 1000 008 1Ly 4a e Batenpiise Put
. * 13 Gvewes 12 39,000,060 RN TIARIIT ~0e00) 18N 005 169 A% Ve Bntenprise Pary
: 150 = Create Oracle external (stagi - @R Quoncs Traive 19 305,305,363 DRI INIARTIAEI 30 ~0000) 1000 055 359 a6 Ve Balespiise Pait
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. o 0 e bt Youmy . 17 300,000,360, DRI NI TINEIT IS ~0000) 10N) O0F 158 A6 Vi Evlenpeise Pary
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TN TNT BLS 2/ BOLATEIELIRY ~hO00) 299 mypesion Plesaing 1 Seotaliisy
W inaassAaN (LA LICEISRTIRT L P L Bowcion Plesaing 1 Dotelils
WO INE M IR INIATInTiEE ~0000) 297 B Dt WA L Byperien Tiae
32 337,396,403 [RR/IeAII0IARIINIINED *0000) 3008 B Jeut WA Lo Wypesics Tiase
M II0.I90.4.08 (RL/SNAEOLAIEIAZLIZY *0000) S0 Se Jeat Wt Ls Sypesice Tiase
MOIL AL AN (RRAARRIATEITEII00 hiNe) 11000 OISR LL.L.10.2 OF1 1 Bew P
POV 1400 1) L ot ©nameniors
[T e — Y N el

T:+44 (0) 1273 911 268 (UK) or (888) 631-1410 (USA) or E : info@rittmanmead.com ' ®
+61 3 9596 7186 (Australia & New Zealand) or +91 997 256 7970 (India) W : www.rittmanmead.com rNI‘Tt‘EtGI RI A'?D m??.(c:! N



Demo
Unloading Hive Data to Oracle using OLH / ODI12c
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Thank You for Attending!

* Thank you for attending this presentation, and more information can be found at http://

www.rittmanmead.com

»Contact us at info@rittmanmead.com or mark.rittman@rittmanmead.com

*Look out for our book, “Oracle Business Intelligence Developers Guide” out now!
* Follow-us on Twitter (@rittmanmead) or Facebook (facebook.com/rittmanmead)

So Just What Does WebLogic Server Do Within OBIgE
Merur 2w 2071 o B Alimge

e e e e . x  RittmanMead
i B~ E=3c
mmg S el T foon
.. ~ A‘ - - | . —. ) x mmmmmm
T:+44 (0) 1273 911 268 (UK) or (888) 631-1410 (USA) or E : info@rittmanmead.com
+61 3 9596 7186 (Australia & New Zealand) or +91 997 256 7970 (India) W : www.rittmanmead.com

le Business Intellig¢ «
e Developer’s Guide

4.4 Busnent imehgeso Applc ator

rittmanmead

INTEGRATED ANALYTICS

%


http://www.rittmanmead.com
mailto:info@rittmanmead.com
mailto:mark.rittman@rittmanmead.com

Lesson 4 : Hadoop Reporting and
Visualization using OBIEE 119

Mark Rittman, CTO, Rittman Mead
Oracle Openworld 2014, San Francisco

L8

T : +44 (0) 1273 911 268 (UK) or (888) 631-1410 (USA) or E : info@rittmanmead.com rit‘tman mead .{3

+61 3 9596 7186 (Australia & New Zealand) or +91 997 256 7970 (India) W : www.rittmanmead.com
INTEGRATED ANALYTICS



